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So, time is going fast, this is already feedback webinar number 9, this 

time on elasticity, which is a kind of an engineering topic. So we have 

had topics from physics, topics from chemistry, now there is a topic, a 

series of properties that is more in the area of the materials engineers. 

But almost as usual, before coming to the science of this week, let's do 

a few practicalities. And one of them is a topic that some of you might 

interest a lot, it's about the exam. So I heard that the exam was going 

to be scheduled by the faculty on January 19, so I don't have the 

official confirmation for this yet, I don't know also whether this has 

been communicated to the students already or not, but very likely it will 

be January 19. I stress this is only for people from Flemish universities 

and only for those who did not take the project as their way of being 

assessed. And also not for the chemistry students in case they would be 

watching these webinars, this is only for people from physics and 

astronomy or materials engineering. The location of the exam, you have 

the address there at the bottom. For people from Antwerp and Brussels, if 

you can, it would be more convenient if you would come to the exam room 

itself, so not doing the exam online. If there is really no way how you 

could get here due to incompatibility with other exams perhaps, well in 

that case we can search for a solution and do it online, but the first 

choice is that for one time you come to this room. Okay, another item, 

I'm playing with a new feature, a new technical feature to include in the 

course, perhaps if it turns out to be useful, and this is an automatic 

transcription. So if you would go to the feedback webinar of last week, 

and that will also be the case for the feedback webinar of this week, you 

can switch on subtitles, automatically generated subtitles, and not the 

kind of automatic subtitles you may be familiar to from YouTube for 

instance, which are often decent, but never fully accurate. This is a 

very nice new tool that is stunningly accurate. In a one hour 

transcription, I find only very little mistakes. So this could help some 

people to digest the feedback webinars better, so you can switch it on by 

clicking on the CC button in the player, and you can there also customize 

the player because by default it's white on black, and because this 

bottom bar of the feedback webinar is always black, that is sometimes a 

bit disturbing. So in my example here, I colored it orange with black 

fonts, but you can take whatever combination that works best for you. So 

this transcription is available as subtitles, but also as a file. So you 

can download a text file under the video that looks like this, and there 

you have the full text. So maybe if you want to refresh something rather 

than going through the entire feedback webinar, you could also read it. 

So far this is just playing around with this feature, and I will be 

adding it to the remaining feedback webinars. And I would like to hear 

from you, is that in principle a useful feature or not? Is that something 

that makes working through this course easier for you? Depending on your 

comments, we will see whether we can add this to the existing course 

videos, so not to the feedback webinars, but really to the course videos. 

Okay, going towards the science, there was a question about one of the 

previous topics, somebody who asked at the end of the previous feedback 

webinar a question that I didn't understand, and then now by mail this 

question has become clear, so let me repeat that question and give my 

vision on it. The question was, imagine that you have, that you are 

testing the basis set size, convergence testing the basis set size, so 

the ECUTWFC parameter in Quantum Espresso, and you have a table with 



basis set size values, that would be that first column, and then you have 

total energies, but now you don't express them as total energies as such, 

but you make the difference between the total energy for the present 

basis set size and for the next basis set size. So you measure the energy 

difference between two steps in the basis set size testing exercise. I 

wonder what the transcription will have made out of that previous 

sentence. Let's see. And the example this person gave was, imagine you 

have the table like it is there on the slides, could we say that once the 

difference between two steps is, say, below 5EV, that then we have a 

converged basis set? Well, yes and no. Most common to this, that 5EV, I 

guess that was just a random number for the sake of an example, but that 

is definitely not a realistic number. Let me look at a basis set report 

that one of the groups who is working on the project has submitted some 

time ago. So here you see a real-life example of that previous table. 

Left-hand side, the basis set size number, the ECUT WFC. Second column, 

the total energy in Riepburg. Third column, the energy difference between 

two steps. And you see that that energy difference is indeed going down, 

but that's by far not 5EV. These differences here are in Riepburg, so you 

have to multiply by 13.6 to have EV. Let's multiply roughly by 10, one 

order of magnitude, and you see that in the middle of the pack, where we 

have more or less convergence, that we have a hundredth of an EV as an 

energy difference. So 5EV is not the realistic number. But if you take a 

lower number, would that approach then work? What would be the difference 

if we look at total energies compared to, for instance, the pressure as 

you can read it from the hydrostatic pressure, as you can read it from 

the output? Well, the difference is that in contrast to the hydrostatic 

pressure, the total energy is a variational property. The better your 

basis set is, the more precisely you can describe your actual situation, 

the lower the energy will be. That's a feature of variational properties. 

You can see that in the previous table. If we go down in the table, then 

the energies will always become more and more negative. And that will 

keep going on forever, up to infinity. You will have this kind of 

behavior. If horizontally you increase ECOTWFC, then your total energy 

will systematically go down, and it will asymptotically approach the 

final DFT value. So you could think, yes, I can use this difference 

criterion as my convergence test. If I go enough to the right in this 

table, in this picture, until the difference between two steps has become 

smaller than some threshold, I will find a good basis set. Yes, true, but 

that basis set will be larger than it should be, because you are not 

interested in converging the total energy absolutely. You are interested 

in converging differences between total energies. If you want to predict 

a lattice parameter, you want to have that energy versus volume parabola. 

The only thing you need to know is what is the energy difference between 

the lattice parameter here at the bottom of my curve and the energy at 

the somewhat larger or smaller lattice parameter. That energy difference 

you want to know. So not the absolute energy, but differences between 

total energies. You could make such a curve twice, once for one lattice 

parameter, once for another lattice parameter, then subtract these two 

energies, always for the same lattice parameter, and see where that 

energy difference converges below a threshold. That would be a valid 

approach, but you need to do two sets of calculations. If you look at the 

hydrostatic pressure, one set is sufficient. So that's the effect of a 

property being variational. That prevents you from using that simple 

approach if you use total energy for your convergence test. Okay, that 

was everything about the weeks that are behind us. Let's now look at the 

topic of elasticity, the topic on which you worked in the past week. The 

summary of the first half of that week is what are elastic constants? 

Which role do they play? They connect different physical properties. 



Strain and stress, they are related by the elastic constants. We had that 

example in one dimension. Strain and elastic energy are also connected by 

the same elastic constants. The pictures, the examples we used for it in 

one dimension, either a spring or one-dimensional metal, for instance, 

the single elastic constant in that case connects strain and stress. For 

energy, again, that same elastic constant connects strain with the 

elastic energy in the system. This is something you have studied before 

somewhere in your education. Now we generalize this from a one-

dimensional case to a three-dimensional case, and then my strain number 

becomes a strain tensor that can be written either as a symmetric three-

by-three matrix or as a six-by-one column matrix where we had, that is 

called the Voigt notation, and there we had that a bit annoying factor 

two that you have to add there in order to have consistent definitions. 

The stress, that can be generalized in the same way. There you have, 

again, a stress tensor, symmetric three-by-three, or in the Voigt 

notation a column of six numbers, and there that factor two must not be 

written. The elastic constants are just in the one-dimensional case, they 

give the relation between the stress tensor and the strain tensor, and 

you can see that most directly in Voigt notation. So you have a matrix, a 

six-by-six matrix of elastic constants for a given crystal that gives the 

full mapping between stress and strain. And that same matrix will also 

give the full mapping between strain and elastic energy. If you would 

fully write this, this will be a very long expression, but the idea is 

the same as in one dimension. I said that factor two is annoying there, 

and there are every year questions about it and problems due to that, so 

therefore let's go very systematically, step-by-step through one case 

where I can show you that that factor must be there, and that you will 

see better why it is there. And that's a worked-out example of something 

you find on this website I linked to in the course, 

continuummechanics.org, a very interesting website if you are interested 

in elastic properties of materials without considering the atomic scale, 

so just the materials as continuous matter. They make that same point 

that the engineering definition of the strain, the engineering strain, 

that this one is twice as large as the number that is in the strain 

tensor. So how do engineers define the strain, what is the engineering 

strain? You see it there for the example with shear strain, the epsilon 

xy. So you shear deform a crystal, and the ratio between that length d 

with the length t, that is gamma, that is the engineering strain. If you 

would write for this strain tensor, then you will have at the xy 

positions at the shear term positions, you have values that are just half 

of that one. How does that happen? Let's examine that, and we will use 

the tools that we have by now, quantum espresso. So I define first, I 

take FCC aluminum, a simple cubic crystal, I define first the unit cell 

for the undeformed cell, so the cubic FCC aluminum box. So I have to 

specify that quantity a, that gives the length of one edge of the cube, 

and then I have to specify the shape of the unit cell in these units, and 

this is a simple cube, so we have the unit matrix there. If I look at it 

from along the z direction, then I see this cube from the top, so you see 

a square in the xy plane. If you look in the output of quantum espresso, 

after having done a DFT calculation for this, you will see a different 

representation of that same input, so these are the same numbers, you do 

not need to do a DFT calculation to have these numbers, but it's just 

quantum espresso writes them only after having done the calculation. And 

so you see these three vectors, a, b, and c, or a1, a2, a3, and their 

components, so the three vectors that span the cube. I've indicated there 

what they are, so the first line is that a vector, you see the three 

components there, and with the expressions that you see at the bottom 

left, and the generalizations, so this is only written for the a vector 



and for the alpha angle, but you can write it for any of the other cell 

parameters. So with this formula, you can transform these nine components 

into the lengths of the three lattice vectors and the angles between the 

lattice vectors. And not surprisingly, with these simple numbers, you get 

three times the same lengths and angles of 90 degrees, we have our cube, 

of course. Now we apply shear strain, and the crystal that corresponds to 

a shear strain of 0.05 in the xy direction, that crystal is defined here. 

I step over why this is the case, but if you look in the documents where 

I described the procedure to calculate the elastic constants with the 

stress tensor procedure, there you have the formula that allows you to go 

from a given shear strain to that cell parameters matrix. These are these 

F matrices that are in that document. The result is applying that shear 

strain is this particular cell. How does that look like? Let's literally 

write what is given there. We need the first line, the a lattice vector 

that has 1 as x component and 0.05 as y component, so I can write that 

vector in the xy plane. It's that black vector a. And then I take the 

vector b that has 0.05 as x component, 1 as y component, so that's the 

vector b. And the vector c will be perpendicular to this, but in the c 

direction nothing changes with this shear strain. With these vectors I 

can build my unit cell, so we do the usual translations, and you see that 

the unit cell is this, what's the name of this in English, I always 

hesitate, rhombohedron or something, or rhombus, something like this. So 

the shear strain has indeed squeezed our unit cell in such a way that not 

all angles are 90 degrees anymore. What are the a, b, and c lengths and 

the angles? We look at the output of quantum espresso for this cell, 

apply the same formula, and we find that a and b have the same length as 

before, and they became a bit larger than they were before. c retains its 

value, angles alpha and beta are still 90 degrees, but the angle gamma is 

84 degrees. So that characterizes our FCC aluminum unit cell after a 

shear deformation xy of 0.05. How can we relate that to that engineering 

strain picture? We will work now towards that. First let's see for this 

crystal what are the strain tensor components, and that was an exercise 

you had to do last week for HCP scandium. So you could apply exactly the 

same here for our FCC aluminum, because we have the lattice parameters 

and angles of the undeformed cell and of the deformed cell, that was what 

we just calculated, so you can fill them out in the Bilbao server, and 

you run it through the strain tensor tool, and the result will be 

something, well depending on do you allow small deformations or somewhat 

larger deformations, something that is close to a matrix that is nearly 

zero everywhere, except for the xy and yx position, where you have 0.05. 

So indeed, that's a consistency check, and I told you this is a crystal 

that is deformed by epsilon xy 0.05, and if we look how that deformed 

crystal looks like and relate it to the undeformed crystal, Bilbao 

confirms yes, this is indeed epsilon xy 0.05. It's that same 0.05 that 

you find back there in the cell parameters block. Bilbao also gives you 

the a, b, and c vectors, but they look a bit different from what quantum 

espresso tells us. So the standard root tensor R2 is, in the language of 

the Bilbao server, the three components of the a, b, and c lattice 

vectors, but now as columns. So we could compare that to the rows that 

quantum espresso gives us, but if you look at the b lattice vector, then 

I see only one component, the y component in the Bilbao server, and two 

components that are different from zero in quantum espresso. And still, 

it must be the same b vector. So what does that mean? We are looking in 

two different access systems, and indeed, this was the access system xy 

in which we expressed the b lattice vector for quantum espresso. In 

Bilbao, there is only a y component, and that means that we are looking 

in a somewhat rotated access system, where the y-axis is parallel to the 

b lattice vector. Good. Why do we need all that? Because we need to make 



one last step. We can now look at the engineering strain in this crystal 

in this access system. Because the engineering strain, remember, was that 

d over t, and we see here what d and t are, d, that is the y component of 

the a vector, and t is the x component of the a vector in that rotated 

access system. And if you make these ratios, you find 0.10, so twice 

0.05. So that confirms, that illustrates by an explicit example, that 

really, you need to have this factor of 2, it's not arbitrary, it's 

dictated by our formalism. And sheer strain in the tensor of 0.05 gives 

an engineering strain of 0.10. And that factor 2 mathematically arises 

from the fact that you work in access systems that are rotated with 

respect to one another. So if ever you hesitate about this, come back to 

this example and try to find the source of your confusion. So I show once 

more that page from continuummechanics.org where the same conclusion is 

reached, and if people use three times the same words in one sentence, it 

is always, always, always the case that that means that this is really 

something you can trust. Okay, having done this, there is not much 

difficulty in discussing your HCP scandium example, so I asked you, use 

the Bilbao server to find what the strain tensor is for HCP scandium that 

is deformed in such a way that the C over A ratio increases by 2% and the 

volume remains constant. You got the feedback when you submitted that 

document, but let's look at one of your solutions. So in this solution 

here, this person looked up the values of A, B, and C and the angles in a 

crystallographic database. That's what the experiment tells us about the 

HCP scandium. Then he or she calculates the volume of that cell, and how 

do you calculate the volume of a hexagonal cell? Even more general, how 

do you calculate the volume of any cell? If you know the A, B, and C 

vector, then there is a general formula, the cross product between A and 

B, dot product times the vector C, and the length of that one, of that 

result, that is the volume of the unit cell. If you do this for a 

hexagonal cell, it boils down to A squared times C times the sine of 60 

degrees. Well, we know that we have to change C over A by 2% and the 

volume should remain the same, so we can write the volume, that same 

volume, with the new lattice parameters, A prime and C prime, but A 

prime, that is C prime divided by A prime, and that C prime over A prime 

is 2% larger than C over A, so you can write 1.02 times C over A, and you 

have that extra A prime by which you multiply there, so you have A prime 

to the power 3, and that is an expression where only A prime is unknown, 

so you can extract A prime from this, and once you know A prime, you can 

also find C prime via the C over A ratio. So you have the angles and the 

lattice parameters for the deformed cell, and then you put everything in 

the Bilbao server, same as for the aluminum example, and you get this 

kind of strain tensor out of it, so a diagonal tensor with values of 

minus 0.0065 for the X, X, and Y, Y positions, and plus 0.013 for the ZZ 

position. Somebody made the comment, well, I get that result, but I have 

no way of assessing whether that makes sense or not, I have no feeling 

for the order of magnitude of these numbers, and that's right, and it's 

only by looking at several examples that you can start building that 

feeling. And this was in case you missed it, the feedback that was on 

your screen after you had submitted that document, so here you have the 

procedure described in words. Everybody or most of you seemed quite 

confident that they can calculate now strain tensors for a cell where you 

have the deformed cell and the original cell, the geometrical 

information. Okay, that was quite a lengthy part, but now we know what 

elastic constants are. Now we can start computing elastic constants, and 

we have two methods for that, the total energy method, which is something 

that you feel reasonably confident about, and the stress tensor method 

that triggers some more suspicion. The stress tensor method, one of you 

made the comment, it's mathematically more elegant, but it requires quite 



a bit of work to do such a calculation, and that is true. It is a lot of 

work and it requires some concentration to produce all the input in the 

right way, so be sure there exists routines for that to do this for you. 

If you ever would want to calculate for a real complicated system a 

stress tensor, you will not have to do this manually. What were we going 

to do here? Well, our same FCC aluminum, and we want to calculate the 

non-zero elastic constants by the total energy methods, and because that 

takes quite some DFT calculations, let's parallelize this over the many 

participants in this course, and each does part of it. So let's see in 

what that has resulted. So first, the deformation where only epsilon xx 

is non-zero, and so I repeat here on top of that slide, you have the full 

expression for the elastic energy of a cubic crystal, but if we choose a 

deformation where only the epsilon xx is different from zero, then you 

have this much simpler expression where the elastic energy per volume is 

one half of the C11 elastic constant times that epsilon xx squared. And 

that means if you take different values for epsilon xx, and you calculate 

the total energy, and you divide it by the volume of that new crystal, 

then you will get a kind of parabola, and by fitting that parabola, you 

know the coefficients of the squared term, and by that you can find your 

C11. And you see from the accumulated data of a few years of student 

contributions, we nicely settled down on a very perfect parabola. What is 

the value that comes out of that? So I took some of these numbers, I made 

a parabolic fit, and I determined the C11, and if I do this for all the 

values in the interval between zero and 0.1, I find 81 gigapascal. If I 

compare that with what is given on materials projects where they report 

DFT calculations for several elastic constant tensors, then I find there 

104 gigapascal. That's quite a bit different with my 81, and what is the 

reason? Well, if you repeat the fits, but only in the interval of small 

deformations, so up to epsilon 0.03, then you find 107 gigapascal, that 

parabola is more steep, and that does agree with materials projects, and 

that is the right value. So what do we realize here? Elasticity is really 

about small deformations, our entire formalism is harmonic, and we 

started in the very beginning with the ideal spring, that was our one-

dimensional example, and an ideal spring is by definition harmonic. A 

real spring will have anharmonic contributions, crystals, if you start to 

deform them, will also anharmonically react, but if your deformations are 

small, and that is what we call the elastic regime, then it will behave 

quadratically, and then this entire formalism applies. So we should avoid 

these large deformations, something of 0.03 is a typical value for the 

maximal deformation that you should consider in order to determine an 

elastic constant. Somebody asked here, well if I do my calculation, I 

find an energy that is one Rydberg of compared to the values that are 

here in the spreadsheets, and I have compared my input file to the one of 

several colleagues, I don't see a difference, what can I be doing wrong? 

It's hard to say, if you have the same input file, you must in principle 

find the same number, so my first guess would be, did you also compare 

the pseudo-potential? Maybe you were using a different pseudo-potential 

than your colleague had, and there was a link to the pseudo-potential 

that should be used for this example, exactly to ensure that everybody 

would be using the same pseudo-potential, but maybe you missed that, and 

you have a different one, and then certainly your energy can be 

considerably off. If that is not the case, then I don't know who wrote 

that question, but in that case send me your input file, and then I will 

try to find what is the problem. But computers are so far deterministic, 

so same input should lead to the same output. Okay, the second case was 

the epsilon xy-deformation, the shear deformation, so that again is a 

parabola with a coefficient that is directly related to the C4-4 elastic 

constant, again you made some values, and we can add that to what the 



students did in the years before. That picture is a reminder that you 

should not necessarily restrict yourself to positive deformations, you 

can have the negative deformations as well, and the parabola is just 

repeated at the negative side. There is not extra information there, but 

there is no reason why you must do only positive deformation. If I make 

here the fit, again up to 0.03, that gives a very nice fit, an elastic 

constant of 35 gigapascal, and if you compare that with the C4-4 from 

Materials Project, that is 32 gigapascal, so everything in agreement. The 

last one is the deformation where we have epsilon xx and epsilon yy 

different from zero, and we need such one to have access to the C1-2 

elastic constants. Now the parameter of the quadratic term is a sum of 

two elastic constants, but we have already determined C1-1, so the only 

unknown is C1-2. You do the calculations, there is the fit, and let me 

see here small deformations and larger deformations. If I take all the 

data, then I find the C1-2 of 2 gigapascal. If I restrict myself to 0.03 

as a range, then I find the C1-2 of 36 gigapascal. And if I compare that 

with Materials Project, there they report 73. That's quite a difference. 

So what is going on there, a few years ago when making that exercise, we 

hit that problem. So let's do some sanity checks. So we have determined 

these values here with the total energy methods. Let me repeat it with 

the stress tensor methods, and then I find nearly the same values for C1-

1 and C4-4, a bit of a higher value for C1-2, but still not the 70-

something that we expect from Materials Project. But at least the total 

energy calculation and the stress tensor calculation are reasonably 

consistent for quantum espresso. It's not that we made some big mistake 

in one of these calculations. It shows that the C1-2 is rather sensitive, 

that you can go from 36 to 50. That is not really a small difference. So 

the problem is unsolved. I don't know why Materials Project has that 

other value, but we have some speculations. This is not done with quantum 

espresso. These are VASP calculations, and they have their own protocol 

to determine converged settings that need to be applicable to the many 

thousands of crystals they want to treat in such a database. So are these 

very strict, or maybe not just strict enough in order to allow many 

calculations? Maybe they made a trade-off there that results in a wrong 

C1-2 for FCC aluminum. Or maybe the pseudo-potential they used in VASP 

has some deficiency that reflects itself exactly in that elastic 

constant. That's also an option. Or maybe that quantity is just very 

sensitive, but that is something we can check, and I can make the same 

fits again in quantum espresso. I add now, well, in red is the fit 

result, but in blue are the curves. What if the elastic constant would be 

in 10 gigapascal more or less? Then you see for the C1-1, C4-4, 10 or 3, 

adding 10 or 3, we will not make that numerical mistake. Our fit must be 

within that range. So this error of 10 and 3 is certainly a maximal 

value. And for the C1-2, there, plus or minus 10, okay, well, we cannot 

be more than, say, 5 gigapascal off numerically. So that's unusual 

sensitivity that can be ruled out. But the other two, maybe the pseudo-

potential, maybe the convergence settings that were either better than 

ours or not good enough, that remains as a possibility. Well, we use VASP 

here in the group as well. Maybe I should finally ask somebody as an 

exercise, calculate these elastic parameters with VASP and see what you 

find there. Okay, let's see after all this talking whether there is 

anything on the chat. No. Everybody happy there? We have dealt with the 

bulk of this chapter. Let's now move to some applications of elastic 

constants. It's one thing calculating that entire matrix of 6 by 6, but 

why do we do that? What can we do with this? This was a topic that 

triggered some enthusiasm in the comments. There were people who 

specifically mentioned, yeah, I like this topic because now suddenly I 

can calculate lots of properties once I have determined these elastic 



constants. Somebody was particularly enthusiastic about the speed of 

sound, and yeah, I must admit I find that a fascinating property as well. 

You start doing DFT for crystals and nobody has the speed of sound in 

mind, but suddenly you find that you can calculate the speed of sound in 

any crystal from quantum physics. How cool is that? Well, calculating 

elastic constants is a lengthy procedure, so we will not go through that 

again. I gave you the elastic constants of FCC copper and I asked you to 

verify some of the properties. For instance, the stability, because there 

is a set of criteria, the Born criteria, that you can use to inspect 

whether or not a given crystal is mechanically stable. So the C11 must be 

positive, C44 as well, C11 minus C12 must be positive, and C11 plus twice 

C12 must also be positive. And if you do that with the elastic constants 

of FCC copper, you will not surprisingly find that all these conditions 

are met. So it's BCC copper, so it's not FCC copper. Is that BCC copper? 

No, I see, because this is copied from an answer, and in that answer they 

write BCC copper, but in the task itself it mentions FCC copper, yeah, 

copper is FCC, I certainly started doubting. Copper is FCC. So these 

conditions are the same ones for all cubic crystals, so for BCC or FCC it 

would be the same conditions, but the elastic constants that were given 

were the ones for FCC copper. One asks here, okay, these are stability 

criteria for a crystal, I can check in that way whether my crystal is 

stable, but is this the only set of stability criteria? Are there perhaps 

other stability criteria as well? And yes, there are, and you have even 

met one of these before, because the formation energy, that was our first 

stability criterion. When we construct phase diagrams, we want to know if 

you mix two compounds to make an alloy, will that reduce the energy or 

not? Will that have a formation energy that is favorable or not? So the 

first thing you calculate if you want to examine stability, that is the 

formation energy. The set of Born criteria, that is the next step in 

stability, and you can visualize this in such a way, well, mathematically 

it really is this visualization. If you would push a crystal in a certain 

deformation, if it would be an epsilon XX, then it would be just such a 

push, so the crystal gets squeezed, and it will bounce back, and it will 

vibrate. That would be, that's like pushing a spring. Well, the Born 

criteria, if they are fulfilled, they guarantee that this vibration will 

happen, and that not the opposite would happen, that if you push the 

crystal, it bounces back, and whoops, it goes to infinity. Depending on 

how energy depends on deformation, you are either in a minimum, you push, 

and you start shaking around in that minimum, or you could be on a curve 

where in one dimension you have a top, so you push, and whoops, you fall 

out of the mountain, and the crystal disintegrates. So that is what the 

Born criteria tell you, that you really are in a local minimum for every 

possible kind of deformation. And there is another important set of 

stability criteria that we will not study in this course, but in the 

optional topic on phonons that is discussed, the phonon modes themselves, 

so how the atoms can be displaced within the box, so not deforming the 

box itself, but concerted motions of the atoms inside the box, and 

concerted with all the periodic copies. If these are, these two must 

satisfy that criterion of being in a local minimum. If there are long 

range motions of the atoms that would lower the energy, then your crystal 

would disintegrate as well. But if you kick an atom in any possible way, 

coherently across the unit cells, and it just bounces back and starts 

oscillating, then your crystal will be stable. So checking for unstable 

phonon modes, that too is a condition for stability. If a crystal 

fulfills these three stability conditions, formation energy is okay, unit 

cell deformation stable, phonons are stable, then your crystal will 

indeed be stable. And then, very likely, you can find it in experiments. 

In that same topic, we also looked at some more engineering properties of 



crystals, because in practice we will often not list the elastic 

constants, but we will list elastic moduli, like the bulk modulus, the 

inverse compressibility, or the shear modulus, or the micro hardness, 

because these are more closely related to things we can measure. But they 

just depend directly on elastic constants, so if we know the elastic 

constants, we can calculate, or we can give values for all of these 

moduli, or for the micro hardness, or for this speed of sound, that is 

just another way of representing the elastic constants. On these slides, 

you had the formula for cubic crystals, but this can be generalized to 

any crystal, and there was this link to that paper from De Jong and co-

authors, where you have the expressions for all crystals, for general 

crystals. And it is this information that is used by materials projects, 

so if you would look up a matrix of elastic constants in materials 

projects, then these elastic constants are used in the expressions by De 

Jong to give you the values for the different elastic moduli that 

materials projects tabulate for you. More as an intermediary to connect 

back to the crystallography topic, there was this example of a material 

that unexpectedly turned out to be hard, something you can determine by 

this micro hardness value, or by the bulk modulus, and the exercise here 

was as a refresher, because this is such an important procedure, as a 

refresher for the crystallography topic, can you get from the information 

that is in the literature, can you translate that into an input file for 

quantum espresso, because that is the first thing you need to do if you 

want to verify or reproduce or examine statements in the literature. I 

didn't see any questions about that, so I assume that everybody was 

successful there. In case you need a hint for this, take the P1 CIF file 

that we linked to before, use the information from the Bilbao server on 

the Wyckoff positions, together with that caption of the picture where 

all the important information is, run that through FindSim and you will 

have a valid input file for quantum espresso, well CIF to cell is the 

step that you still need to add there, but the usual procedure as we saw 

it before. And the last part was a database of elastic constants, so 

materials projects serves nowadays as a database of DFT computed elastic 

constants, not for all entries in materials projects, but for many, many 

of them, and the computers are still running, so that list keeps growing. 

The paper with the formalism, that was the one that we mentioned a few 

minutes ago by De Jong and co-workers, and just as an application, can 

you find that data? I asked you go to materials projects, look at what 

material was it, a molybdenum carbide, any one, and find the full elastic 

tensor of that molybdenum carbide. A question that I got last year about 

it, and I kept it because it is insightful, somebody said for this 

exercise, well I cannot find the stress tensor in materials projects, and 

if you look at the question, it was not the stress tensor that is asked 

for, it's the tensor of elastic constants, the elastic tensor. And that 

shows that there can be terminology confusion, so be aware that the 

tensor of elastic constants, that's a material's property. I can tell you 

for this molybdenum carbide, that is the value of that tensor, and that 

will never change, but the stress tensor of a material, that is a 

specific response of that material to some strain, and I can put many 

different kinds of strain on the same material. So the stress tensor of a 

material that does not exist, it's the stress tensor for a material under 

a given strain. So be careful with that terminology, and then how do you 

find that elastic tensor on materials project, in case you did not 

manage, you can, well this was for any molybdenum carbide, so I put the 

two elements, and a two for the number of elements to have only 

molybdenum and carbon. You will get a list of all the molybdenum carbides 

that materials project knows, and let's just click on the first one for 

the sake of an example, and in the list of computer properties that you 



get somewhere, this block will be with that elasticity tensor. The last 

question I got for this week was a very interesting one, how accurate are 

these elastic moduli calculated by DFT if you compare them to 

experimental values, especially considering the fact that we do this DFT 

for pure crystals, and a real material is dirty, there are impurities in 

there. Well, there are several things to tell about this. First of all, 

impurities can matter, but not always. If we have our FCC aluminum, and I 

add some parts per million of iron atoms inside, and I measure the 

lattice parameter, unless you are very, very precise in your lattice 

parameter measurements, you will not see any difference. So for the 

lattice parameter of FCC aluminum, this amount of impurities does not 

matter, and we can as well take the pure crystal in DFT. If however you 

would be interested in the electrical conductivity of silicon, a 

semiconductor, and you add a few ppms of phosphor to that, you dope it, 

for sure the conductivity will change with orders of magnitude. So for 

that property in that crystal, it matters a lot whether there are 

impurities or not. For the conductivity of aluminum, these impurities 

will not matter because aluminum is a metal, so it is already 

intrinsically so much conducting. Is a single crystal DFT calculation 

relevant for the experimental property or not? It can depend on the 

property, lattice parameter will always be quite insensitive, but 

conductivity may not be, and it will depend on the type of material. 

Conductivity for a metal, there it doesn't matter. Conductivity for a 

semiconductor, there it does matter. So if you don't know whether your 

material and your property, whether DFT is reliable there or not, you may 

look in the literature to see do you find other papers of people who 

tried to predict your property with DFT. If many people do that, then 

very likely DFT will be a reliable tool for your property. So you need to 

look at this case by case. So that's one of the three things I can say 

about this. The other two things, very nicely, and therefore it's great 

to have received this question this week, the other two aspects, they 

just connect to what will come in the week that is in front of us, 

because we can study impurities in DFT. And that is what you will 

actually look at in the coming week. Supercells is the topic of next week 

and supercells are a way to say something about impurities. Not 

everything, not all kinds of impurities, but there are some impurities 

that you can study with supercells. And the other aspect is how accurate 

are these elastic moduli was the question. Well, the precision and 

accuracy of DFT, that's the second topic of next week. So what are the 

things for next week, two shorter modules, one on supercells and 

surfaces, and there you will look what you can do with impurities, and 

one on precision and accuracy. And this will be the last course content 

week for this year. The course stops after this part. There are some 

extra modules with topics that we will not explicitly look at, so you 

don't have to look at them. You can if you want, or you can do that 

later, but it's not part of this course. They are also not as worked out 

as the other topics of the course, but they are there for reference. So 

next week will be the last feedback webinar on course content. Then we 

will have, but I will repeat that there is a slide on that at the very 

end. Then there will be a week with no feedback webinar, and in the very 

last week we will look at the results of the project. So the project 

teams will have then the opportunity to present what they found. Okay, it 

was already the next slide, so that's basically what I said. So mainly 

for the project teams, they have to keep in mind the due date of December 

11, and that will be the date when your paper and short video about your 

project work should be there. And that is two weeks, roughly two weeks 

from now. Okay, questions will be after the summary and exam questions, 

so you know the drill, five minutes to write down an exam question and a 



summary of the past week. And after that we will see whether there are 

any further questions. Thanks for your contributions. I put on the screen 

the exam info once more for those who missed it at the beginning, and I 

look into the chat where nothing appears so far, so I assume there are no 

further questions in the room. Yes? There was a mention of 

polycrystalline crystals, the upper and lower limit, could you sketch how 

these are calculated? Okay, so I repeat the question, I'm not sure 

whether the audio captured that, so there was mention somewhere that 

there is an upper and lower limit for elastic constants of 

polycrystalline crystals, I have the same language hesitation. Let's go 

back to the equations by de Jong, because indeed, or let's first see 

where is the materials project list, the values you see in materials 

projects, you find for instance the bulk modulus, bulk modulus of this 

molybdenum carbide, you have not one value, not bulk modulus K, but you 

have bulk modulus KV and KR, and they happen to be the same here for this 

molybdenum carbide, but they are not necessarily the same. So one of them 

is the Voigt approximation for the bulk modulus, V, and the other the 

Royce approximation for the bulk modulus, R. If there is only one value 

given, what is given is the Hill value, and that is the average of the 

Voigt and the Royce value, so VRH is the full abbreviation, the Voigt-

Royce-Hill value. How they are calculated, I think the table of de Jong 

has formula for this, so the bulk modulus in the Voigt approximation is 

this combination of elastic constants, while in the Royce approximation, 

it's a very similar expression, but you use the S, so the compliance 

tensor, that is kind of the inverse of the elastic constant tensor. Now 

what exactly is the reasoning why they are upper and lower limits, that I 

do not recall at the moment, so I would have to look this up. As far as I 

remember, it has to do with the order of some operations, the way in how 

you go from an ideal crystal to a fully randomized polycrystal, and there 

are two steps to take, and whether you take it one order or the other 

order, either the Voigt formula is physically more correct or the Royce 

formula is physically more correct, and they end up in limits, but 

whether that is really a hard physical law or an observation, I would 

need to dig into the details, I will try to do that for next week, but 

mathematically, that is how they are calculated. Other questions, no, 

then we finish here, and I see you next week for the last content related 

feedback webinar, bye bye.   


