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I can welcome you to the last regular feedback webinar of this course. 

This time about two topics, supercells and surfaces is one topic, 

precision and accuracy is another topic. And so this is the last regular 

feedback webinar. There is one more coming next week, but that will be 

about the projects and results of the project. I very much recommend 

everybody to attend that webinar, even those who were also those who were 

not involved in the project. It should be fun looking at the results of 

the project teams. So, but this week, the last two regular topics. Let me 

first come back to a few announcements and trailing questions. An 

announcement that is important or that is relevant for everybody who is 

not studying in a Flemish or Belgian university. I noticed I forgot to 

put this link in a new version of the course, but if you are an external 

volunteering student and you followed the course up to this point, then I 

would very much appreciate hearing your feedback and you can give that 

via the link that you see here. I will repeat that one at the end of the 

webinar and I will search to put it at a logical position in the new 

version of the course, but so far it isn't available. People who study in 

Flemish or Belgian universities, don't worry about this, you will get 

another link in due course. And then there was a question that was asked 

last week at the very end. Somebody wondered this Voigt-Roy's Hill 

average for elastic constants, how is this justified, how is this 

obtained? And I didn't have an immediate answer back then, so I did my 

homework and looked back into the literature and here you have a link and 

a snapshot of a paper where this is briefly discussed. And on the next 

slide I will sketch for you the reasoning. So what we learned to 

calculate last week, that was the C tensor, the elastic tensor or the 

stiffness tensor. So the entire procedure for a single crystal that we 

studied was to find all the components of that tensor C, that's the 

material's property. Now C links, for instance, strain and stress, or 

strain and energy, but you could reformulate these relations also in 

terms of the inverse of C. So you could invert everything and then have 

the tensor at the other side of the equation, that would be just an 

equivalent expression. Now that inverse of the C tensor, that is denoted 

by S, that is the compliance tensor. That both express the same 

information for a single crystal. Now it is a mathematically known 

procedure how you can average the stiffness tensor or the compliance 

tensor over a material that is composed out of several single crystals. 

So with several independently oriented pieces of the material, if you 

compress it in one direction, then your different pieces of material will 

be differently oriented with respect to that compression and they will 

respond differently. But you know the C tensor, so you can calculate this 

individual response and then make an average response out of that. So 

such an averaging procedure, that is well known. And the function that 

expresses what are the orientations that appear in your macroscopic piece 

of crystal, that is the ODF, the orientation distribution function. So 

what you need to do for a macroscopic piece of crystal, you have to 

average your stiffness tensor or your compliance tensor over the 

orientation distribution function. That's the second line in this table. 

And that is something that is a procedure that is well known. That 

average for the stiffness tensor, you see that subscript V there, that's 

the Voigt average. If you do the average for the compliance tensor, that 

is called the Royce average. Okay, store that in memory. Now we go to the 

third line and we invert these tensors. If you invert the stiffness 



tensor, you get the compliance tensor. And we had the stiffness tensor in 

the Voigt average, so you get the compliance tensor in the Voigt average. 

At the right-hand side of this table, you start from the compliance 

tensor in the Royce average, you invert it, you get the stiffness tensor 

in the Royce average. And now, looking at these four expressions, if you 

take the two expressions for the stiffness tensor, one's in the Voigt 

average, one's in the Royce average, and you average these, so just the 

arithmetic mean of these two quantities, component per component, then 

you have the Hill average, or fully the Voigt-Royce-Hill average. And 

that is very often a good representation of the experimental situation 

for a randomly oriented set of crystals. If you do the same for the two 

expressions of the compliance tensor, you have the Voigt-Royce-Hill 

average for the compliance tensor. So we learned to calculate the C value 

up there. What really matters is that Voigt-Royce-Hill average that you 

have seen last week in that table of de Jong. For a randomly oriented set 

of crystals, there are expressions where you can get from the DFT values 

to the Voigt-Royce-Hill average. So you have the tools to obtain the most 

meaningful, the experimentally most meaningful number. So I hope that 

clears the question that I couldn't answer last week. Then we go to 

supercells and surfaces. And first we look at what is that, the concept 

of a supercell, and where is it used for. Confident statement, I can 

explain what a supercell is and why it is needed. You feel very much okay 

with that. This also gives an occasion to recall something that we 

mentioned already a few times before. We had this difference between a 

primitive and a conventional cell. Now in the CIF2CELL2 that you studied 

in this week, you had this no-reduce option. So if you don't use no-

reduce, you will always get the primitive cell. If you use no-reduce, you 

get the conventional cell. So if you ever are in doubt, can I make a 

conventional cell out of this one, or is it a primitive cell that is 

identical to its conventional cell? With CIF2CELL2, you can experiment 

with that and find the answer. And just some illustrations, if you do 

that for the FCC cell, you will switch with no-reduce between these two 

representations. Good. Several tasks for supercells and surfaces. We 

start with create a supercell for a single atom vacancy in ferrite, in 

BCC iron. And this is, in one slide, the comments you could use for that. 

You get a CIF file for BCC iron. You use CIF2CELL2 to create a 

conventional cell out of that, because that is a bit easier to think 

about. But if you don't do it with a conventional cell, it was perfectly 

fine for this exercise to use a primitive cell. So the difference is 

whether or not you have this no-reduce statement here. Then you create a 

supercell out of that. I show there the full comments that you have to 

use for CIF2CELL2 to make a 2x2x2 supercell, and we will elaborate on 

that a bit further. There were some questions about that. Then you have 

to create a vacancy. That means in the quantum espresso input file that 

you get out of this, you have to remove one coordinate line and also 

reduce the number of atoms variable, the NAT, by one, and then you're 

done. Then you can visualize this with X-christen. If you would want to 

use this for a DFT calculation, then it's better to go to FindSim to have 

the proper highest symmetry representation of that unit cell, but for 

visualization itself, that is not required. Okay, what could go wrong? A 

mistake that several people run into. That is, you do this and you try to 

visualize it and you get an error by X-christen, and if you get that 

error, it means you haven't reduced the number of atoms by one. You just 

deleted a coordinate line and then there will be a conflict when quantum 

espresso or X-christen reads your input file. It expects that many atoms 

and it has one coordinate line less, so it will not like that. It will 

tell you that it doesn't like that. So a correct way to do this with the 

conventional unit cell would be to have 15 atoms, so the number of atoms 



is 15, and out of the 16 that you get by creating the supercell, one 

coordinate line is removed. In this example here, the atom that is at 

0.5, 0.5, 0.5, so in the body center of the unit cell. Some people do 

this with the conventional cell directly, without making a supercell out 

of that. So what you see here would be technically a correct way to 

create a vacancy in a conventional BCC unit cell. But if you would use 

this as a model for a true vacancy in BCC iron, that would not be a good 

model, because you have deleted 50% of all your atoms. So you have turned 

BCC iron into simple cubic iron, and that's a very different crystal. So 

first make a supercell, and only then remove one atom. This is another 

example where somebody used a 2x1x1 cell starting from the primitive 

cell. Technically the example is okay. You make that cell, you have two 

atoms in that cell, you remove one, and you have a kind of layered 

structure left. So yes, you have introduced a vacancy, but it doesn't 

represent the true physical situation. So you first need to make the 

supercell, and only then introduce the vacancy. Some people were confused 

about what it means to introduce a vacancy. I read a few times that 

somebody wanted to replace the element iron by the element vacancy, and 

that is not how quantum espresso and X-CRIS then work. If you would put 

there VA or whatever, it will probably interpret this as vanadium, with 

some label, so you have not introduced a vacancy. A vacancy is really 

remove a coordinate line. There should be really nothing. And here are 

some examples of correct results. I showed before pictures with a 2x2x2. 

This is a picture of a 3x3x3 unit cell, where the one here at the corners 

there, the atom is missing. So one missing atom, one vacancy, because it 

appears 8 times for 1 over 8 at every corner. This is an example of a 

5x5x5, also with one vacancy, again the one at the corner. So these are 

all correct solutions. One of you tried to do this manually, without 

using sieve2cell. That's possible, that's brave, but not needed. You can 

save yourself a lot of work by doing this with sieve2cell, and you can 

prevent yourself against a lot of typing mistakes by doing this with 

sieve2cell. So this is not really recommended, to do such jobs manually, 

but of course to do it once, to get insight in what you are doing, that 

makes sense. There are also people who discovered that Vesta has a 

supercell feature. I didn't emphasize or even mention that, but that's 

perfectly possible. You can create supercells with Vesta as well. The 

edit, edit data, unit cell transform menu will bring you to a supercell 

transformation matrix that is essentially the same input that you give in 

sieve2cell with these multiple square brackets. That's nothing more than 

specifying that transformation matrix in Vesta. A question that was not 

asked this year, but that regularly returns. People wonder sometimes, 

does it matter which iron atom I delete? And here for BCC iron, the 

answer is simple, no, it doesn't matter, because every iron in BCC iron 

is equivalent. It has only one Wyckoff site, and that shows the way how 

to generalize that statement. If you introduce a vacancy, first look the 

position where you want to introduce that vacancy, which Wyckoff site is 

that? Is that one with multiplicity 4? Then you will find four other 

atoms in the unit cell that are equivalent with this one, so whichever of 

these four you remove, it doesn't matter. If however you would remove an 

atom that belongs to a different Wyckoff site, then you create a 

different type of vacancy. Equivalency is here equivalency within one 

Wyckoff site, there it doesn't matter which atom you take. That was quite 

lengthy about the very first line, the very first task. The second one 

was how to introduce a carbon impurity, now not a vacancy but an other 

atom, at an octahedral interstitial site in ferrite. Then you have the 

sketch here what it means to be at an octahedral interstitial site. I 

show here a few examples, the first one not being correct, here you read 

in the text somebody said I replace an iron atom by a carbon atom. That 



is a possible impurity, but that is a substitutional impurity, not an 

interstitial impurity. A substitutional impurity means you substitute an 

atom of the original lattice by something else, a vacancy or a carbon 

atom, whatever. We want to have an interstitial impurity, so you keep the 

original lattice, all atoms of the original lattice, and you insert 

somewhere an impurity at a place where there was no atom before. You can 

see that in the sketch for the interstitial carbon. In this, this is here 

for the BCC lattice, the black atoms are the iron atoms, and here where 

you insert the carbon, there was no iron atom before. It's a previously 

unoccupied position, so therefore this type of answer where you 

substitute an iron by a carbon cannot be right. This here is an example 

where it is right, but not to model a real impurity, just to have the 

coordinates right, and so this is the conventional BCC unit cell, and you 

occupy this interstitial position by a carbon, that is then by periodic 

boundary conditions repeated, so you have one carbon atom per two iron 

atoms, this is Fe2C, not really an interstitial impurity, you have made a 

new alloy here, but the position itself is right. Pay attention to what 

you see here at the bottom. The number of atoms has been increased by 

one, because you add an extra atom to the unit cell, and the number of 

different elements, the n-type, that has also increased by one. You had 

only iron atoms before, now you have iron and carbon. So these two 

quantities need to be changed in the unit cell as well. This is an 

example where we have already some more dilution, so here the 

interstitial is added in a two by one by one supercell, so you have one 

carbon for four iron atoms. In this example here, you do it in the two by 

two by two unit cell, and that starts to be a more physically relevant 

representation of a carbon octahedral interstitial. Here the carbon atoms 

are somewhat separated from each other in all directions. This was an 

example of what you get if you have a two by one by one, and if you then 

draw several copies of the unit cell, then you see how you make layers of 

carbon atoms separated by layers where there are only iron atoms. This 

was another example where you started from a three by one by one. So here 

the carbon atoms are farther away from each other in one direction, but 

as close to each other in the horizontal direction. So the best example 

is to use something like this. That was impurities, now we move to 

surfaces, so make a 1-0-0 and a 1-1-0 surface for ferrite, and 

demonstrate that the atoms in these surface layers, that they are in 

different environments, so that these surfaces really are physically 

different surfaces. How to do that? I will first show the correct sieve-

to-cell statements, especially because somebody asked to give some more 

explanation, because these square brackets were quite confusing. So what 

do we see here, what do we want to do? I want to make a 1-0-0 surface, 

and I do that with a unit cell that is five by five by five. So I start 

from the conventional cube, I take my iron atom, I use no-reduce, so I 

have the conventional cube. I make a supercell that is five by five by 

five, meaning I go five in the x-direction, and zero and zero in the y- 

and z-directions, so this is my first lattice vector of the supercell. 

Then my second lattice vector of the supercell is five in the y-

direction, and my third vector, five in the z-direction, that would come 

out of your screen, so that is not drawn. Then I introduce one supercell 

lattice parameter of vacuum in the z-direction of the supercell. Well, 

the z-direction of the supercell, that was this one here, that comes out 

of the screen, so parallel to your screen, I cut this crystal and 

separate these items there, and I add one lattice parameter, which is 

five original lattice parameters of a vacuum. I move to a picture, and 

that would be this picture. So this is not exactly that example, we have 

one, two, three, four, five, so five by five, and I add five vacuums as 

well. Let's do this now for the one, one, zero surface, and that is a bit 



more complicated, because we are not working in the nice x, y, z-

directions anymore. So again, we start from the conventional cell. I will 

make this one here with three rather than with five, but that's just a 

choice. So my lattice vector x or a for the supercell is three, three, 

zero in the original crystal. So I go one, two, three in the x-direction, 

one, two, three in the y-direction. This is my first lattice vector for 

the supercell. The second one is minus three, three, zero, so minus 

three, plus three, zero, that's my y lattice vector for the supercell. 

And the one in the z-direction comes three cubes out of the screen. So we 

have a new cube that is spanned by these green vectors. And now I add one 

supercell lattice constant of vacuum, so three original lattice constants 

in the y-direction of the supercell, so in this direction. So I cut the 

crystal there, according to that plane, so parallel with the x-plane. And 

if you do that, you get the one that is here at the right-hand side. A 

question. What if your supercell doesn't stack nicely, or does it just 

not work? What happens is the question if your supercell doesn't stack 

nicely. That would mean if you take green vectors that do not satisfy 

periodic boundary conditions, then this is an illegal supercell. You 

can't make that supercell for that lattice. Not every type of supercell 

is allowed in any random lattice. You have to take one that is consistent 

with your lattice. Good point. Somebody made a remark in the report at 

this point. I feel like a god creating materials, and yeah, that really 

nails it, because that illustrates what is the power of this 

computational work in contrast to experiments. You define yourself 

precisely what system you are dealing with. Do you want a 110 surface? 

You make it. And maybe DFT will not be 100 percent accurate. Can be. But 

at least you get the DFT answer for the 110 surface. If you want to get 

the answer from nature for the 110 surface, with many experimental 

methods you cannot directly measure which surface you have. So you need 

an indirect confirmation whether that surface is really there. And maybe 

if at that temperature or in this environment or for that crystal the 110 

surface is unstable or don't want to exist, then you can't create it. You 

have to measure what nature gives you, and often you measure it 

indirectly. In DFT you define what you will study, and then you calculate 

the properties for exactly that situation. So the two, you enter the 

problem from two different angles. And of course you need both to come to 

the most correct answer. So how can we see from this that these two 

surfaces are different? There are several ways. This is based on one 

answer that is not correct in the details, but that has the right way of 

thinking. So if you look at the surface for the 100, you can make a two-

dimensional unit cell that is a nice square. Whereas if you want to do 

this for the 110 surface, your unit cell is a rectangle, which is a non-

primitive two-dimensional unit cell. If you want to make a primitive one 

that contains only one surface atom, it would be this rhombus figure. So 

you need a different two-dimensional unit cell. That means you really 

have two different surfaces. Another way to see it that several people 

identified was x-christendrous, these nearest neighbor bonds. When you 

see for the 110 surface, you don't really have nearest neighbor bonds. If 

you would put the criterion such that you only have nearest neighbor 

bonds and no second nearest neighbors, then you would not see anything in 

the left-hand side, whereas on the right-hand side there you have nearest 

neighbor atoms. So the 100 surface, the face of one of the cubes, the 

four atoms you have in the face of one of the cubes, they are not nearest 

neighbors of each other, they are nearest neighbors of the atom that is 

in the body center. And for the 100 surface, that atom would be in the 

layer underneath. Whereas for 110, you have nearest neighbors in the same 

plane. Also VESTA can create surfaces in very much the same way as x-

christend does it, or as sieve2cell does it, with the extra complication 



you have to delete the atoms that are in the vacuum region yourself. In 

sieve2cell, the vacuum is created for you, in VESTA you have to make it 

explicitly by deleting atoms. The pictures that I showed in the previous 

slides, they were pictures that were meant to see how the surface looks 

like. These were not the unit cells that you would use for actual 

calculations, at least not if you want to study a clean, free surface, 

because they were way too large. You can represent these surfaces by much 

smaller ones, and here you have a more minimalistic unit cell that models 

a 110 surface. So you go one lattice parameter in the x-direction, one in 

the y-direction, three in the z-direction, and you make your vacuum in 

the z-direction, then you get this one, and that is a unit cell for a 100 

surface. So you would not have any additional information in the previous 

big 100 surface that I showed. If you want to ensure that you have a 

realistic model for a surface of a crystal, what do you need to do with 

that slab model with that unit cell, two things. You have to make sure 

that the vacuum region is large enough such that this atom and this atom, 

that they do not interact anymore with each other. You want a free 

surface, so if the next copy is too nearby, they will interact, and 

that's not a free surface. So you have to do several tests, keep 

increasing the vacuum, calculate maybe the force at the surface layer, 

and when the force doesn't change anymore, if you make the vacuum even 

larger, then you have reached a vacuum that is large enough to decouple 

the two surfaces. A question? How expensive is it to add more vacuum if 

there are no particles? How expensive is it to add vacuum? There are no 

atoms there, there are no electrons there, does that make any difference? 

Yes. It is almost not a difference whether there are atoms there or not, 

because you have your basis functions, your plane waves, they are there 

in the vacuum. You don't distinguish regions where you do not have the 

plane waves, and that is what costs. So calculating such a system, or the 

one that is fully filled with atoms, that will not make a major 

difference. The second thing you have to test for good slabs, that is, 

how thick do you make this part? So how many layers of your actual atoms 

do you take? Because in this minimalistic model, with one, two, three, 

four, five, six layers, I can imagine that this atom will feel the 

presence of the other atom there, through the layers. So if you really 

want to have a surface that doesn't feel the surface at the other side of 

the slab, then you have to take enough layers. And that too will increase 

the computational demands. So surface calculations are rather expensive. 

Now we combine surfaces with impurities. We want to see what happens if 

we create surfaces with an impurity atom. And the first task was to 

create a copper impurity that is inside the first layer of a surface. So 

a substitutional impurity. And that means, make a slab as before, replace 

one of the iron atoms in your surface layer by a copper atom. And if you 

want these copper atoms to be relatively far from each other in the 

horizontal direction, then you cannot work with the minimalistic model of 

the one by one in the horizontal direction. You have to take a two by two 

or four by four in the horizontal direction. And the next one was then to 

create a copper impurity that is above the surface, so add an extra 

copper atom. Somebody was hesitating here, I don't know where I have to 

put this copper atom, so I just remove all the iron atoms but one in the 

surface layer and I change that one to copper and that's perfectly fine. 

That is, if you don't have any other information, putting your impurity 

at the position where there would have been an atom if the lattice would 

have continued, that's certainly a valid approach. These are two other 

pictures where you see the copper atom on top of the surface or the 

copper atom as part of the first surface layer. And other pictures, again 

a warning, if you take your cell too small in the horizontal dimensions, 

so in this example here, yes you have added copper to the surface, but 



it's one complete monolayer of copper. And that can be sometimes the 

thing you want, that's a physical system. You take iron and you deposit 

one atomic layer of copper on that. In electronics where you make very 

small sandwiches of crystals, nanometer scale, that could be a system 

that you want to examine. So as a model that works, but it's not a model 

for an isolated impurity on a surface. Somebody had a problem where one 

coordinate line was added, but in the picture nothing happened. Well, I'm 

not entirely sure, but it could be that this is the result of not 

increasing the number of atoms and the number of elements by one. If you 

don't do that and you just add that extra coordinate line, well, if you 

are lucky, X-Chris then will just not read it and will not report an 

error and then you don't see anything happening. So the correct situation 

is if you have the substitutional impurity at the surface, your n-type is 

increased by one and you have to change the element for one coordinate 

line. If you add the impurity on top of the surface, n-type has to be 

increased, number of atoms has to be increased, and you have to add a new 

coordinate line with a new position and that new element. Other questions 

that are often asked, where do we have to put that atom, either in the 

horizontal direction or in the vertical direction? So I told you the 

trick that somebody found, let's put it at the place where an atom of the 

original lattice was, but there is no guarantee that that would be the 

preferred position of that impurity on that surface. So if you want to 

examine this any deeper, how to proceed? Well, there are a few usual 

suspects. So if you first look at the horizontal position, what is often, 

and I take here a BCC lattice, the 1-0-0 surface for BCC, a position that 

is often a candidate is the so-called hollow site. So if you would 

consider the atoms as spheres and you stack them in a BCC arrangement, 

well, that hollow site, that's a place where you can put one sphere 

supported by four underlying neighbors, so it's a hollow place where you 

put that sphere in. The bridge site is another one where it is connected 

to two neighbors in the layer underneath, or the top site where you put 

it on top of an existing atom. So these are three high symmetry sites in 

the horizontal directions. In principle, any position in the horizontal 

directions appear, but somehow the symmetry of the surface will often be 

taken into account. And just by looking at the surface and try some of 

the high symmetry sites, you will probably cover what you need. So that's 

the horizontal direction. At which vertical position do I have to put it? 

So if I now take my atom at whichever of these three sites it is, and I 

increase the z-coordinate, where do I have to stop, where do I have to 

put it? Well, you can calculate that, DFT will tell you. So you try 

different heights, you calculate the total energy as a function of 

height, and you see where the minimum is. Or you calculate the force, and 

you see where the force reaches zero. Often these curves will have a very 

weak minimum, because once the atom is disconnected from the surface, 

then it doesn't feel the surface anymore, and so when it approaches the 

energy will come from a flat line, will decrease a little bit, and if you 

then push it further into the surface, the energy will rapidly rise. So 

you will have a steep wall and a tiny minimum just before the wall. But 

that's enough to find where the impurity wants to be. So you have all the 

tools to find out what is the optimal position of this impurity on that 

surface. And the last one for surfaces was a very specific task, I give 

you rock salt, it should be about a 001 surface, I want a slab with seven 

layers in the slab, and the vacuum you can choose, and I want to have a 

silicon atom on top of the surface, not inside the first surface layer, 

at the lattice position where there would have been a sodium or a 

chlorine atom. And the silicon atoms should be four rock salt lattice 

parameters away from each other in the horizontal direction. In order to 

solve that, something that confuses some people is how many layers do we 



have in the original conventional unit cell. Two, if you draw the unit 

cell you see three layers of atoms, yes, but for the bottom one that is 

only for one half inside the present unit cell, and the other half that 

is the top one. So we have effectively two layers if we take periodic 

boundary conditions into account. So that means I want to have seven 

layers, so I will need to take four of these, four times two, and then I 

have one too much, and I should then delete one. That will be the 

procedure to follow. And this is not yet the correct answer, but 

something that goes a step in the right direction. So this one here takes 

indeed four copies in the z direction, and two and two in x and y, adds 

some vacuum in the z direction. We have now one, two, three, four, five, 

six, seven, eight layers as we expect, and then one of them is to be 

deleted, we have seven left. And then one of the deleted positions, well, 

the last one you don't delete, and there you change the elements to have 

your silicon atom. If you would have done it exactly with that comment, 

you would see that the silicon atoms how far are they away from each 

other. The rock salt lattice parameter is here, is one half of this 

distance, and we had a two by two cell. So this is one rock salt lattice 

parameter, and this person here thought there were four, because you have 

four times a place where an atom appears, but no, you need two of these 

to have one unit cell. So here in this example, the silicon atoms are 

only two lattice parameters away from each other. You would need to use 

that four by four by four sieve to cell statements, and delete their 

line. And that would give you silicon atoms, the red ones here, that are 

four rock salt lattice parameters away from each other. The devil is in 

the details here, but just to let you run into some complications and let 

you realize what you have to pay attention to. So the summary, the 

correct version is this sieve to cell comment that gives you eight 

layers, and then you have to delete, except for one, all the atoms from 

layer number eight, the surface layer, and replace that one by silicon. 

If you visualize that by X-crease, then you can run into the problem that 

your silicon atom looks very much the same as the other ones, just 

visually. So that is not something that is very fundamental. You can 

change the colors in X-crease then, so you take the modify atomic color 

menu, you select silicon from the list, and you have this red, green, and 

blue slider bars that you can use to give any color you want to silicon. 

And then your picture will look nice. Okay, another mistake that 

happened, somebody who wanted to have seven rock salt unit cells in the Z 

direction and not seven layers. So you have made the slab twice as large 

than was asked. That's another problem that could happen. In one report I 

read, I put the silicon atom, which is here in the surface layer, that 

was not meant to be, but the problem is elsewhere. I put the silicon atom 

exactly in the middle of the cell, because only then it is separated by 

four lattice parameters from its copies. That is not true. I have put 

here two extreme situations, that is the one who wrote that statement, 

and this is another example where the silicon atom is at the edges of the 

cell, and the distance between them is as large as in both cases, four 

rock salt lattice parameters. It doesn't matter where horizontally you 

put it, as long as you have that type of supercell in the horizontal 

direction, then the distance is always the same. The visual appearance is 

different, but the effective situation, if you would show many of these 

unit cells in one view, you wouldn't be able to tell the difference. 

Okay, this is taking quite a bit of time. We might run into time troubles 

today. If we run over time and you have to leave, no problem, just leave. 

The recording will continue. Quickly something about computing surface 

properties. There I ask you to calculate a surface energy. Surface energy 

that tells you how much energy does it cost to make that surface. The 

more it costs, the less likely it is that this surface will happen in 



nature. First a technical note, there were two people that reported that 

with the settings that were given on the website, that you didn't get a 

converged SEF cycle in quantum espresso. Yes, I could verify that, and I 

don't understand why this problem happens now and not in previous years, 

and why apparently some other people do not have the problem. I did find 

that if you increase the basis set size a bit, then the problem 

disappears. These settings were valid for computers of five years ago, 

then it took ten minutes with these settings. Now with the even better 

settings that converge for sure, it takes only two minutes, so there is 

no harm to, I will update the website and put these values a bit higher, 

and then that problem should not happen again. If you struggled with 

convergence, something is there, I'm not sure what, but it seems to be 

just at the limit of proper convergence or not, still everybody has the 

same quantum espresso and the same virtual machine, so it should behave 

in the same way. Something small is different, it looks like. The unit 

cell that was given at the core site, if you visualize it, it looks like 

this, so we have a really thin slab of three atomic layers, and two of 

them are a surface layer, and there is just one layer that represents the 

inside of the crystal, the bulk area, so this is a very minimalistic 

model. Which ones are the surface layers? If you look at the coordinates, 

the one at 0.5 in the z-direction, that is the bulk layer, the one at 

0.6, that's here the upper layer, the one at 0.3 is the lower layer. And 

you need to know that, because otherwise you cannot interpret the forces, 

so if you calculate the forces, you find for the two atoms at the 

surface, for one a positive force, for the other a negative force, if you 

don't know which of the two surfaces this is, these forces would have no 

meaning. So the second atom, the one that is here at the top in the 

picture, has a positive force, so the force is pointing in the positive 

z-direction, so this atom is pulled into the vacuum region. While the 

lower one, the atom here, number 3, has a negative force that is pointing 

in the negative z-direction, so that atom 2 is pulled towards the 

downward vacuum region. So the two surface layers are going into the 

vacuum direction. That is the result of that static calculation. That was 

what people found. Somebody noted, well, that's exactly what I expected. 

There were several people who expected something different, and yes, I 

think you should expect something different, because here you have the 

equivalent of what you know as surface tension for liquids. In liquids, 

the surface layer is interacting with all the liquids underneath, but not 

with the gas on top, and therefore the surface of the liquid is 

contracted a bit. And exactly the same will happen in a crystal. If you 

cut it in two, the surface layer is interacting with the atoms 

underneath, but not anymore with the vacuum, so it will be contracted 

towards the bulk. Why doesn't that happen for our minimalistic model? We 

have no bulk, we have just this single layer in between. If you would 

make something with 15 atomic layers, then you would see that your two 

top layers would be contracted towards the bulk region, but not in our 

minimalistic model. This is a picture where you see the arrows of the 

forces. Somebody wondered, why do we use such a small layer? Is this a 

good representation of a surface? No. And the reason why we take that, 

well, some other people complain. If you use an old computer, then if you 

want to do a relaxation, then this can take hours even for that cell, so 

that was the reason to take something small. Determine the surface 

energy. I show a few incorrect examples first, and then the correct one. 

So the formula you have to use, that is correctly copied here in this 

report, you take the energy of the slab calculation, you subtract the 

energy of the bulk calculation, properly weighted to have the same number 

of atoms, and you divide that by two, because you have two surfaces, you 

want the energy for one surface, and this is expressed in per unit of 



area, so you have to divide by the surface area. That first example here, 

this person was clever enough to see that this is way too large as a 

surface energy, so yes, this is wrong. Where is the mistake? Something 

happens in the reasoning that I do not understand. There is clearly a 

force here. You don't need forces to calculate a surface energy. There is 

nowhere in that formula a force, so that was, I don't know what exactly 

is the reason to put that expression, but that is where it goes wrong. So 

that is the formula we really need, and just I pay your attention to what 

the things mean again, and this is the energy calculated for your entire 

slab. This is the energy of the bulk crystal per formula unit, and here 

you have the number of formula units that are in one cell of your slab. 

That is something that guarantees you that you have the same number of 

atoms, and that goes wrong in several of your reports. I called it don't 

subtract apples from pears, because that is what is happening here. You 

take the energy of the slab, correct, the energy of the bulk, correct, 

but in the bulk you have, in this example, I think two atoms, because it 

is with the conventional cell. Here you have three atoms in the slab, and 

you multiply this with two, so you have two times two atoms, that is 

four, and here three. You are subtracting an energy of three atoms from 

four atoms. So that's not consistent, and so that doesn't give you the 

correct energy. Here it's just one that is taken, and they get the 

opposite sign for this, so no, that's not the way to go. Here too there 

is a similar mistake, three times, so at the left-hand side you have 

three atoms in the slab, here you have two, and multiplied by three you 

have six atoms, so again you get energies that are way too large. What 

would be a correct one? Well, let's follow the reasoning of this person. 

The slab contains three vanadium nuclei, the bulk, BCC bulk is with two 

atoms, so you have to divide it by two to have it per formula unit, 

because the formula unit is one, is the element vanadium, and in the slab 

there are three atoms, so you have to take here the number of formula 

units that are in the slab, there are three formula units in the slab, so 

that should be three. So provided you take this as the energy per formula 

unit, that is what is expected, then you need here three, and if you do 

these numbers and you divide by the surface area, you have something like 

three millibar per square bore. On this slide you see the results with 

different units, so here you can verify whether you have the right 

reasoning. Experimentally very often, surface energies are expressed in 

joules per square meter,  and you see why.  That gives nice values of 

order of magnitude one, so that is a kind of natural unit to  express 

this.  And how a supercell with one square meter of surface area would 

look like.  And if you know, we calculated the surface energy for this 

very artificial three layer  system, where we saw that the surface layers 

want to move a bit towards the vacuum.  If we would allow that motion, if 

we would relax these surface energies, if we would  relax these atomic 

positions, would the surface energy then increase or decrease?  It would 

decrease, and the reasoning here, as it appeared in the report, or here 

with  some values, you have for the unrelaxed case, a surface energy that 

is positive.  It costs energy to create a surface.  If you relax, then 

the energy of the slab would become a bit smaller, and in these two  

expressions you will see that the unavoidable result is that the surface 

energy also becomes  smaller because the bulk energy remains the same.  

So without relaxation, if you just take the bulk positions, you have an 

upper value for  the surface energy.  The actual value will be a bit 

lower.  And how would you then do that optimization?  Don't do it, 

because it takes quite some computational time, but if you would do it, 

how would you  do it?  First suggestion, somebody says, well, let's 

immediately optimize everything.  I do a VC-relax calculation.  Bad idea.  

That will not work.  Why?  Because that vacuum that you have there, that 



is totally artificial.  So ideally, if VC-relax would always find the 

right results, then it would just remove  your vacuum, because the lowest 

energy situation is to go to bulk.  It costs energy to create a surface 

to introduce the vacuum.  So you can get rid of that energy by moving the 

atoms in such a way that your vacuum disappears.  That is not what will 

happen in practice.  That's way too big a step for VC-relax.  So it will 

wander around and stop somewhere in the local minimum, but no guarantee 

that  this has any physical value.  So you are in control.  You have 

introduced the vacuum.  You must keep the vacuum.  And that means that at 

least in the direction perpendicular to the surface, there you should  

keep the unit cell fixed.  You must not allow Quantum Espresso to change 

that lattice parameter, because that is the  way how the vacuum could be 

removed.  So no VC-relax.  The proper strategy is first to optimize the 

bulk crystal, such that you know the lattice  parameter that DFT wants to 

give to the lowest energy bulk crystal.  Use that one to create the unit, 

the supercell, then freeze the shape and size of the supercell,  and only 

allow the positions of the atoms to be optimized.  And that means if the 

surface layer wants to get closer to the bulk, well, the atoms  can do 

that, but they will never move into the vacuum or go to the other 

surface, because  that would mean stretching the crystal so much that 

will never happen.  So only position optimization.  That is what you 

should do if you optimize a surface.  What can help there?  There is 

extra input that you can give to freeze some atoms, or even some 

coordinates  of some atoms.  For instance, there is this region in the 

middle of the slab, the bulk region.  You want to keep that as bulk, and 

you have already used lattice parameters that guarantee  that there you 

have the bulk interatomic distances.  So let's keep that, let's freeze 

these atoms.  And you can do that by adding zeros next to the coordinate 

line.  So if I add three zeros here, it means it will not try to move 

that atom.  All three coordinates are fully fixed.  Here for this 

specific vanadium example, you even know for your surface layers, it's 

not  possible to move in the horizontal direction.  These are fixed by 

the periodic boundary conditions, so you can even put zeros there and 

allow  the motion only in the z-direction for the two surface layers.  

The result would be the same between these two, but often allowing as 

little freedom  as possible is helpful for convergence.  Work functions, 

that was the last part of the surface topic.  Not everybody is familiar 

with that.  Maybe if you have seen an introduction to quantum physics, 

that's a place where you  typically meet a work function, because in the 

photoelectric effect, the work function  is what needs to be overcome to 

eject an electron from a metal surface.  And it's that property, that 

quantum espresso, that DFT can calculate.  That was an optional task.  

One person tried it, and this gave this nice graph.  The red line is the 

potential by which the work function is determined.  The slab is here, so 

the one, two, three layers are here.  And you see that that potential is 

lowest inside the slab and highest outside, and starts  to saturate.  So 

once you are far enough from the surface, you will always have the same 

potential.  The electron will not be attracted anymore to the surface, 

it's free.  If it is inside the slab, the energy is lowest, so the 

electron wants to be there.  It will not spontaneously leave the slab, 

which is also what happens in nature.  If you have a metallic surface, it 

will not spontaneously emit electrons.  You have to put energy in it to 

eject the electrons.  And how much energy?  Well, that difference between 

these two, and that will then give you the value for the  work function.  

Okay, it's time when normally we should stop.  What will I do?  There are 

only four short answers to give on the precision and accuracy part, so I 

will  continue with that.  I had something else, and that I will drop and 

move to next week.  So maybe another six, seven minutes, but again, if 



you have to leave, just do so, because  then we can round this in a nicer 

way.  Precision and accuracy, there were quite some comments on that.  So 

some people were more charmed by supercells, a more practical topic, than 

a somewhat more  abstract topic of precision and accuracy.  Also the fact 

that this was within traditional lecture-style video was not too much 

appreciated,  and the work on the supercells together with the work on 

this last module altogether was  felt as a bit, a lot of work.  Okay, so 

I will try next year to reduce a bit in this part, and let's see whether 

it  makes sense to reduce that long video into shorter ones, or to make 

new material for  that.  It's a good test to do this at the end, to see 

whether people really like the short videos  or not.  Or sometimes, if 

you ask this just unbiasedly, you get a range of results.  Here not for 

the first time, once people get used to short videos, they don't like the  

long lectures anymore, which makes sense, I think.  Good.  I showed you 

in that long video a study now of a few years ago where the precision of  

many DFT codes was examined and expressed into a single number, and there 

is a database  for that.  You were invited to go to that database and to 

look up some values for quantum espresso,  which most of you could do, 

and the conclusion is, yes, quantum espresso is among the good  codes.  

It's a precise one, so no objection to use it.  The second question or 

task was precision testing.  You have done that already.  We didn't call 

it that way, but you have done already precision testing, and you found 

what  it was.  When you did the convergence testing, that is an aspect of 

precision testing.  You search for the numerical parameters that 

guarantee that you have the precise results,  meaning the numerically 

correct DFT answer.  No guarantee that that is the result that nature 

gives you, because DFT, as you use  it with your choice of the exchange 

correlation functional, will not necessarily exactly reproduce  nature.  

So, the accuracy is not guaranteed, but the precision, that this is the 

numerically correct  DFT answer for that functional, that is something 

you can guarantee by convergence testing.  The second question, a third 

question, if you meet somebody who has a much faster computer  than you 

have, and claims that that person can do DFT that will get closer to 

experiments,  do you agree with that or not?  Many of you don't agree 

with that, and that's correct.  If you have a faster computer, then you 

will get to the same result faster, but that result  will be the same 

result.  If you both do the same convergence tests, then you will end up 

with the same final number.  Whether that number is close to experiment 

or not, that you have no control over, that  is determined by the choice 

of the exchange correlation functional, but the value itself  will be the 

same for both of you.  But one will need maybe an afternoon, and the 

other a month of calculation time.  There were collected from several 

previous answers some extra details that you can give  here why fast 

computers are of course useful.  It's not that you don't need fast 

computers, but I will step over that here.  You can read it in the video 

if you are particularly interested.  And then the last one was to 

calculate that error bar, that accuracy error bar, on a DFT  result with 

the PBE exchange correlation functional for the litarch crystal that you 

studied several  weeks ago.  I take this table from one of your reports 

where all the different steps in the process  are correctly reproduced, 

and you find a residual volume per atom of almost 13 cubic angstroms  per 

atom with this error bar, and that turns out to be far away from the 

experimental value.  That was the goal of this exercise, and everything 

was fine so far, but now litarch that we studied  before DFT predicts a 

totally wrong volume.  That is what this table tells us.  The difference 

from experiment is much larger than what statistically we can expect.  

And why is that?  People have written papers about this.  Is there a year 

here?  I don't see the year indicated, but this must be between 5 and 10 



years old where people  calculated the lattice parameter of litarch, and 

you see that it's, depending on which  functional you use and which extra 

corrections to the functional you use, you can have minima  that are at 

very different places.  And that is because litarch, if you look at the 

crystal structure, it's a layered crystal.  So you have lead oxide layers 

that have strong covalent bonds, and these are themselves Van  der Waals 

bonds to the next layer.  And DFT, you saw it in that accuracy video, is 

not good for describing Van der Waals interactions.  That is what went 

wrong with the elements in the upper right triangle.  So also for 

litarch, describing these Van der Waals interactions, that will not 

happen in the right way. So you will have correct layers, but they will 

be bonded at the wrong distance to each  other.  And that gives you a 

very wrong volume.  So message is, if you observe such a strong deviation 

from experiments, there is probably  a physical reason for that.  And so 

here, the message was, you need functionals or tricks that describe Van 

der Waals interaction  better.  And somebody, well at least two people 

wondered, how can I calculate that zero point correction?  Don't bother 

too much about it, because that is the smallest effect to that entire 

error  bar.  But if you want to calculate it, in the paper that was 

quoted there, you have these expressions  where based on the bulk 

modulus, and that is something you can get out of your EV curve,  based 

on the bulk modulus, you can estimate the zero point motion, the zero 

point correction  to the different quantities.  But again, it's so small 

that for an order of magnitude estimate, it will not matter.  Okay, that 

was a rush through that last part.  Quick look on what will happen in the 

last week.  So the people who do not make the projects, they can relax 

for this course this week,  nothing to do.  The people who work on the 

projects, they are probably in a peak phase now, because  their paper and 

video are due on Sunday morning.  And then next week, on Monday, we will 

look at their results.  And also the people who do not make the projects, 

you are very much welcome to join that webinar.  It will happen in 

exactly the same way as the other webinars.  It can be interesting to 

look at what your colleagues have done.  And then thereafter, the people 

who made the project will get a peer and self-evaluation  form and have 

one week to fill out that.  That will be part of the assessment of the 

projects.  So as this is the last regular webinar, for those of you who 

are making an exam, well,  what happens if you have questions until now 

in the exam?  The usual way, so you can still use the question form.  But 

maybe because you want to have the answer to your question before the 

exam, also duplicated  by mail, put it both in the form and in email, and 

then I will try to answer it.  If it is a question that is of broader 

relevance, I will also put it in the frequently asked  questions list 

that you find at the very bottom of the matrix with all the modules.  And 

again, as I said in the beginning, if you are a student not from Flanders 

or Belgium,  then please at this stage fill out the general feedback 

form.  I had some concluding words, but in view of the time, I will 

postpone them to next week.  So we stop today at this stage, unless there 

would be questions, and I didn't look at the  YouTube chat for a long 

while, but I don't see questions there.  I look in the room, any question 

left here in the room?  That is not the case.  So I wait for a few more 

seconds to see whether anything appears in the chat, and if that  does 

not happen, then I will conclude here.  And then I see you next week for 

the feedback on the projects and for some concluding words  about our 

journey through this course.  Bye-bye.     

 


